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Abstract

I study the effect of progressive taxation on human capital investment and welfare

in a new dynamic Roy model of migration. The model features an arbitrary number

of labor markets and finitely-lived agents, yet it is analytically tractable. The model’s

key parameters are estimated using panel data on migration and wage growth from

the PSID. The quantitative model is used to perform counterfactual analysis. A more

progressive tax-transfer scheme is shown to reduce migration rates. This distortion

to human capital investment induces the welfare-maximizing social planner to select a

less progressive tax system than under exogenous geographic mobility.
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1 Introduction

This paper studies the effect of progressive taxation on the incentives for internal migration

and on welfare using a rich but analytically tractable dynamic location choice model. A

progressive tax/transfer system has the potential to be welfare-enhancing because it provides

insurance against idiosyncratic location-specific earnings shocks. However, redistribution

reduces migration incentives, in addition to distorting other margins, such as labor supply,

already considered in the literature. The trade-off between these two forces lies at the heart

of the paper.

The paper makes several contributions to the literatures on internal migration and re-

distribution. While it has been recognized since Sjaadstad (1962)’s early contribution that

migration is a form of investment in human capital whose returns are affected by tax policy,

there are very few papers, either empirical or theoretical, in the literature that seek to quan-

tify the effect of progressive taxation on internal migration. From an empirical perspective,

I use OECD data on household income inequality before and after taxes and transfers to

construct country-level measures of progressivity of the tax-transfer system. I then corre-

late this measure with estimates of internal migration rates for the same set of countries. I

show that countries characterized by a higher degree of progressivity also have lower internal

migration rates.1

This evidence represents the starting point for the analysis of the same relationship based

on a structural model. The advantage of the model is that it can be used to analyze counter-

factual policies such as migration-dependent taxation, which are not observed in the data.

For this purpose, I introduce a new dynamic Roy model of internal migration. The model

is rich, as it allows for heterogeneity along the age dimension and the endogenous human

capital one, but at the same time, is analytically tractable. Specifically, the model can be

1Hassler, Rodriguez-Mora, Storesletten and Zilibotti (2005) had earlier shown that countries with more
generous unemployment insurance systems are characterized by lower geographic mobility. They construct a
general equilibrium politico-economic model of internal migration with endogenous unemployment insurance.
However, their focus is not quantitative. Shaw (1986) had made an analogous point regarding the effect of
unemployment insurance and other fiscal policies on Canadian’s incentives to migrate internally.
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solved analytically for any number of locations and ages. I show analytically that a higher

degree of income tax progressivity reduces migration rates.

The analytical solution also facilitates and makes transparent the estimation procedure

of the key parameters. An important feature of the model is that the semi-elasticity of

internal migration rates to the degree of tax progressivity depends only on a migration cost

parameter and on the Frisch elasticity of labor supply. The quantitative version of the model

is used to produce counterfactual estimates of the effect of tax progressivity on migration

rates and forms the basis of welfare analysis. The negative relationship between migration

and redistribution predicted by the benchmark model is about two-thirds as large as the one

found in cross-country data.

From a normative perspective, tax progressivity represents a distortion to human capital

investment. This induces a utilitarian social planner to select a less progressive tax system

than under exogenous geographic mobility. Specifically, the migration effect reduces the

optimal average marginal tax rate by about 1 percentage point.

A recent literature (Benabou, 2002, Guvenen et al, 2014 and Hugget, Ventura, and Yaron,

2011, Heathcote, Storesletten and Violante, 2017) has recognized and quantified the negative

effect of tax progressivity on human capital investment. These papers focus on investment

in either formal schooling or training. However, data on training is typically not available

so models in which human capital investment takes the form of training tend to rely mostly

on information on the dynamics of earnings by age for calibration purposes. Data on formal

schooling is available, but in Heathcote et al (2017) agents at birth are heterogeneous in

terms of an unobserved cost of acquiring skills, which makes it diffi cult to identify the key

elasticity of skill investment to the extent of progressive redistribution. Differently from

these papers, an agent’s investment - internal migration - can be readily observed in the

data. Moreover, most interstate moves are motivated by the purpose of “taking another job

or to get nearer work”, according to the PSID’s respondent’s own answer to a question about

the motivations behind their move.2 The prevalence of such motivation is suggestive of the

2On average, according to my computations for the period 1968—1997, about 53 percent of interstate
movers in the PSID stated that their choice was due to job-related reasons.
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idea that endogenous, that is job-related, reasons are key in accounting for internal mobility.

I show that migration data, together with the Frisch elasticity of labor supply, are suffi cient

to identify the elasticity of migration rates with respect to tax progressivity.

The rest of the paper is organized as follows. Section 2 presents the empirical evidence

on the relationship between tax progressivity and internal migration. Section 3 introduces

the model and Section 4 presents the analytical solution. The estimation of parameters

is contained in Section 5. Counterfactual and policy analysis are in Section 6. Section 7

concludes.

2 Some Empirical Evidence on the Relationship be-

tween Migration and Progressivity

In this section I provide some reduced-form empirical evidence on the relationship between

internal migration rates and the degree of progressivity of taxes and transfers.

To measure tax progressivity in a manner consistent with the model I use OECD data

on the Gini coeffi cient of household income before and after taxes and transfers. Following

Benabou (2002) and Heathcote, Storesletten, Violante (2017), let income after taxes and

transfers be denoted by ỹ = λy1−τ , where y is the household market income. Assume that

the latter is distributed lognormally with variance parameter v2y . It follows that ỹ is lognormal

with variance parameter (1− τ)2 v2y. For a lognormal distribution with variance parameter

v2y, the Gini coeffi cient is given by

GINI (y) = erf (0.5vy) , (1)

where erf(x) denotes the error function. The latter is defined as:

erf (x) = 2Φ
(√

2x
)
− 1,

where Φ (x) is the cumulative distribution function of the normal distribution. Similarly, the
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Gini coeffi cient of post-redistribution income ỹ is given by:

GINI (ỹ) = erf (0.5 (1− τ) vy) . (2)

The OECD provides country-level data on GINIy and GINIỹ. The strategy I follow is

therefore to invert equation (1) to obtain vy and use the latter together with the inverse of

equation (2) to obtain a country-level estimate of τ . Putting together these relationships we

obtain the following estimate of τ :

τ = 1− Φ−1 [0.5 (1 +GINI (ỹ))]

Φ−1 [0.5 (1 +GINI (y))]
.

Intuitively, this procedure assigns to a country a higher level of τ the smaller its Gini co-

effi cient for post-redistribution income is relative to the Gini for mark income. Interesting

special cases are GINI(ỹ) =GINI(y) in which case τ = 0 and GINI(ỹ) = 0 in which case

τ = 1.

In order to implement this procedure I use data from the OECD ’s Income Distribution

Database. The income data is measured at the household level for the population 18—65 and

is adjusted for household size with an equivalence scale. The data on y represents market

income, before taxes and transfers, while the data on ỹ corresponds represents disposable

income, i.e. the market income received by the households less the current taxes and transfers

they pay. The data represents an unbalanced panel for 28 countries and refers to the period

1974—2013. Since measures of tax progressivity may be subject to measurement error, I

average them for a given country over time for the period 1980—2013, i.e. the same period

on which internal migration rates are measured.

The data on internal migration also comes from the OECD.3 It refers to the post-1980

period all the way to 2010. The territorial unit in each country is what the OECD defines as

Territorial Level 2 (TL2). This regional level corresponds to the first administrative tier of

3The data sources are OECD Employment Outlook 2000 (Table 2.12) for the period 1980-1998, OECD
Employment Outlook (2005, Table 2.12) for the period 2003, and Regions at a Glance (2013, Figure 4.10)
for the period 2010.
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sub-national government. The concept of TL2 corresponds to the state level for the U.S. (51

units), to the Lander level for Germany (16 Landers), to Comunidades Autonomas for Spain

(19 Comunidades), etc.4 As for tax progressivity, I average the migration data by country.

Table 1 summarizes the information on migration rates and τ at the country level. The

statistics in the table are computed weighting each country by its TL2 regions, so that

smaller countries do not have a disproportionate effect on the statistics.5

Mean Standard Dev Min Max Countries

Migration rate (yearly) 1.77 .86 .26 3.17 27

Tax progressivity τ .27 .07 .13 .42 27

Table 1: Summary statistics on migration rates and tax progressivity measure τ

Figure 1 represents a scatter plot of average migration rates and estimates of tax progres-

sivity, τ . The slope of the regression line is −6.32 with a p-value of 0.00. This implies that a

country with tax progressivity measure equal to a standard deviation (0.07) above the mean

is predicted to be characterized by a reduction in migration equal to about 0.46 percentage

points, or about half of the standard deviation of migration rates.

Interestingly the partial correlation between migration and tax progressivity remains

roughly similar even controlling for the level of taxes. For example, including average per-

sonal income taxes (net of cash transfers) relative to the average wage in the regression for

internal migration yields a coeffi cient on τ equal to −6.56 (s.e. 1.61). The measure of average

taxes enters with a positive sign in this regression and is not statistically different from zero.

Despite this evidence, the negative relationship between internal migration and tax pro-

gressivity should be interpreted as a suggestive correlation rather than causally. In the

4A full list is provided in the Appendix. The data for Estonia refer to a lower geographic level, TL3, so
I don’t include it in the analysis.

5The correlation between the number of TL2 regions and the log of average population of the country is
0.74 (s.e. 0.00).
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Figure 1: Scatterplot of average country-level migration rates against average country-level
τ . The size of the circles are proportional to the number of TL2 regions in a country, a proxy
for country size. The regression line has slope −6.32 (s.e. 2.01) with an R2 = 0.28.

next section I introduce a structural model of migration and use it to make some causal

assessment.

3 Model

In this section I introduce the model.

Geography The economy is comprised of a finite number of local labor markets indexed

by j = 1, 2, .., J . Local economies are assumed to be identical in terms of their aggregate

characteristics, such as amenities and productivity. Thus, the reasons for migration from

one labor market to another are purely idiosyncratic. A local labor market produces an

homogenous good through the production function Yj = Lj, where Lj denotes aggregate

labor located in j. The price of an effi ciency unit of labor in each location is therefore

normalized to one.

Households’ Preferences and Technology The economy is also populated by a

continuum of finitely-lived agents of measure one, indexed by i. Age is denoted by a =
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1, 2, ..., a, where a denotes the last period in an agent’s life. The objective function of an

agent is:

E

[
a∑
a=1

βa−1ua (ca, `a, G)

]
,

where consumption of goods is denoted by c, hours of work by `, and consumption of a public

good provided by the central government by G. Each agent faces a dynamic problem that

involves choices of location, labor supply, and consumption of goods. Geographic mobility

is costly. A household initially located in j faces a utility loss from moving to any other

location j′ 6= j. In what follows, I assume that the utility cost is age-dependent and denote

it by κa.

Timing and Evolution of Effi ciency Units of Labor An agent is born (a = 1) in

a location j at the beginning of a period with given initial effi ciency units of labor. The

latter is drawn from the density f (h|1) , which is exogenous and assumed to be the same in

all locations. The agent then supplies labor in this labor market, redistribution takes place,

and then the household consumes. After consumption, the agent makes its migration choice

for next period.

An agent of age a with effi ciency units ha observes, at the end of a period t, the evolution

of its effi ciency units in all locations:

hka+1 = ha exp {αa + η (ε′k − ε)} for all k = 1, .., J, (3)

where η, ε, {αa}a−1a=1 are parameters. The parameters {αa}a−1a=1 regulate the age-profile of

earnings. The parameter η governs the importance of idiosyncratic, location-specific shocks

to effi ciency. The location-specific shocks {ε′k}
J
k=1 , which are drawn from type 1 extreme

value distributions, independently across locations, time, and agents. The density of ε′k is

not the same across locations, though. To capture the idea that the home location is likely

to offer more opportunities to individuals, assume that each agent makes δ draws in her

home location and only one in each of the away locations. Each draw comes from a standard
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extreme-value distribution. The maximum of δ independent extreme-value draws is still

distributed as extreme-value with the following cumulative distribution function:

Qjk (ε′k) =

 exp [−δ exp (−ε′k)] if j = k

exp [− exp (−ε′k)] if j 6= k
,

where j denotes the current location of the agent and k a prospective one. The parameter

ε is set so that in the one-location version of the model (J = 1) the expected productivity

growth of an agent is zero (a normalization):

ε = γ + ln δ. (4)

Upon observing the entire vector {ε′k}
J
k=1 , the agent makes its migration choice. If it

moves to a location k its productivity becomes hka+1. The latter provides the beginning of

the period productivity for the following period.

Government, Redistribution, and Consumption I consider a progressive tax-

transfer policy by the central government, modelled as in Section 2. Specifically, an agent

with productivity h supplying ` units of labor to market j has pre-government income:

y = h`.

After redistribution, the same household’s income is:

ỹ = λy1−τ , (5)

so that the household pays taxes (y − ỹ) . The public good G is financed by the portion of

taxes that are not redistributed to the household sector. The parameter τ determines the

degree is progressivity of the tax-transfer system with higher values of τ being associated

with higher progressivity. The parameter λ, instead, determines the extent to which taxes
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are used for redistributive purposes or to provide public goods.

In what follows I abstract from consumption-saving decisions and impose that the house-

hold simply consumes its entire labor income in each period. The budget constraint of an

agent that chooses to settle in j at the beginning of a period is:

c = ỹ.

This assumption is not without loss of generality.

Recursive Formulation Let the static indirect utility function of an agent of age a be

denoted by:

u∗a (h) = max
c,`

ua (c, `, G)

s.t.

c = λ (h`)1−τ ,

where the dependence of indirect utility on G is left implicit. For convenience, also denote

the optimal labor supply of an agent (a, h) by ` (h, a) . Define Vj (a, h) as the maximum

utility attainable by an agent of age a ∈ [1, a) and effi ciency h, initially located in j at the

beginning of period t:

Vj (a, h) = u∗a (h) + Eε′
[
max
k
{βVk(a+ 1, h exp {αa + η (ε′k − ε)})− Ijkκa}

]
(6)

where Eε′ [.] denotes the expectation taken with respect to the joint distribution of the shocks

ε′k and Ijk = 1 if and only if k 6= j. For an agent in the last period of life (a = a) the value

function is simply:

Vj (a, h) = u∗a (h) for all j.

Symmetric Stationary Competitive Equilibrium I focus on a symmetric equilib-

rium where agents are initially equally distributed among locations and the distribution of
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population remains constant over time because of the symmetric nature of shocks. Given

the policy parameter τ , a Competitive Equilibrium for this economy is comprised of a couple

(G, λ) ; densities of effi ciency units of labor by age {f (h|a)}Jj=1; a value function V (a, h) ;

decision rules for labor supply `(a, h) and labor mobility such that:

1) The value function and decision rules for labor supply and migration represent the

solution to the agent’s optimization problem (6).

2) The couple (G, λ) is consistent with the government’s balanced budget and given by:

G =
1

a

a∑
a=1

∫ (
h` (a, h)− λ (h` (a, h))1−τ

)
f (h|a) dh. (7)

3) The densities {f (h|a)}Jj=1 are generated by the transition equation for human capital

combined with the optimal decisions of the agents.

Discussion The model above may be reinterpreted as one of labor mobility across

jobs or firms, with j representing these units, instead of geographic locations. I prefer the

geographic interpretation because the effect of tax progressivity on mobility hinges on the

presence of moving costs κa. Causal evidence suggests that these are larger in relation to

geographic migration, as opposed to inter-firm mobility within a geographic area.

4 Characterization of Equilibrium

4.1 Static Utility Function

Up to this point, the static utility function has been left unspecified. In order to solve the

model analytically, I assume that the utility function is such that the indirect utility function

u∗a (h) takes the logarithmic form:

u∗a (h) = u∗a + ξ lnh, (8)
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where the parameter ξ is a function of the structural parameters of the model, including τ .

Examples of utility functions whose indirect utility belong to the class in equation (8) are

Heathcote, Storesletten and Violante (2017)’s specification:

ua (c, `, G) = ln c− exp [− (1 + σ) θa]

1 + σ
`1+σ + χ lnG, (9)

in which case ξ (τ) = 1−τ , and Greenwood, Hercowitz and Huffman (1988)’s utility without

wealth effects:

ua (c, `, G) = ln
(
c− (ζψa)

−1 `ζ
)

+ χ lnG, (10)

in which case:

ξ (τ) =
ζ (1− τ)

ζ + τ − 1
.

4.2 Value Function and Decision Rules

The following proposition summarizes the value function.

Proposition 1 (Value function) Assume that the indirect utility function belongs to the

class defined in equation (8). Given policies (λ, τ ,G) , the unique value function that solves

the dynamic programming problem (6) takes the following form:

V (a, h) = v0 (a) + v1 (a) lnh, (11)

where

v1 (a) = ξ (τ)
1− βa−a+1

1− β , (12)

and

v0 (a) =

a∑
i=a

βi−au∗i +
a−1∑
i=a

βi−a+1v1 (i+ 1) (αi − η ln p (i)) , (13)

with p (i) defined below in equation (14).

The following proposition characterizes the decision rules of the agents.
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Proposition 2 (Geographic mobility) Given policies (λ, τ ,G) , let Ijk (a) be an indicator

function denoting a move from location j to location k for an agent of age a. Then, if k 6= j,

Ijk (a) = 1 if and only if:

ε′k > max
l 6=k

(
ε′l, ε

′
j +

κa
v1 (a+ 1) βη

)
,

while, if k = j, Ijk (a) = 1 if and only if:

ε′j > max
l 6=j

(
ε′l −

κa
v1 (a+ 1) βη

)
.

Given the form of the decision rule for geographic mobility, the probability of staying in

the same location across two subsequent periods takes the following form.

Corollary 1 Let S(a) = 1 if and only if an agent of age a chooses to stay in the same

location (Ijj (a) = 1). The probability that S(a) = 1 is:

p (a) =
δ

δ + (J − 1) exp (−κa/ (v1 (a+ 1) βη))
for all h, a ∈ [1, a− 1] , (14)

with p (a) = 1.

Notice that mobility across labor markets depends only on agents’age. It is worth point

out the effect of age and redistribution on mobility. Age matters to the extent that mobility

costs κa depend on it (exogenously) and the marginal benefit of moving βv1 (a+ 1) declines

with age. The latter is the only force at work if the mobility cost is constant, in which

case mobility rates decline monotonically with age. Income redistribution, as proxied by τ ,

operates by reducing the marginal benefit of moving, through the term ξ (τ) .

In order to obtain more intuition about the interaction between age, moving costs, and

redistribution as determinants of mobility, consider a version of the model with 2 locations

(J = 2) and constant moving cost κ. Consider an agent who is located in j = 1 at a given age

a, has drawn the shocks (ε′1, ε
′
2), and is indifferent between moving to location 2 or staying
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in location 1. Formally, the following must be true:

βv1 (a+ 1) η (ε′2 − ε′1) = κ,

with ε′2 > ε′1. The left-hand side represents the contribution of the wage growth gap to lifetime

utility, while the right-hand side represents the cost of migration. A higher age a reduces

the horizon over which the additional wage growth can be enjoyed (i.e. v1 (a+ 1) falls with

age), requiring an increase in the growth gap (ε′2 − ε′1) needed to maintain indifference, i.e.

a reduction in migration rates. Similarly, an increase in redistribution τ reduces the portion

of the extra wage growth that the agent is able to enjoy, leading to a reduction in mobility.

Finally, notice that the additional growth required to keep the agent indifferent when faced

with more redistribution is increasing in her age because at older ages redistribution affects

a larger wage gap (ε′2 − ε′1) . The wage gap is larger because the agent has a smaller horizon

over which to enjoy the benefits of migration. This argument can be generalized to the

case in which the moving cost is age-dependent as long as the ratio κa/v1 (a+ 1) is strictly

increasing in age.

4.3 Productivity Growth

Over time agents’productivity varies for exogenous and endogenous reasons. The exogenous

forces are the age-dependent evolution of productivity, as captured by αa and the shock

to one’s productivity. The endogenous reason for variation in productivity is geographic

mobility. Productivity growth for an agent of age a is then:

g (a) := lnha+1 − lnha = αa + η

(
J∑
k=1

Ijk (a) ε′k − ε
)
, (15)

for all j. The following proposition characterizes the distribution of g (a) conditional on

Is(a).

Proposition 3 (Productivity growth conditional on staying and moving) Productivity
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growth conditional on staying, S(a) = 1, is distributed as a type 1 extreme-value random vari-

able with mean:

E [g(a)|S(a) = 1] = αa − η ln p (a) , (16)

and variance:

V [g(a)|S(a) = 1] = η2π2/6. (17)

Productivity growth conditional on moving, S(a) = 0, is distributed as a type 1 extreme-value

random variable with mean:

E [g(a)|S(a) = 0] = E [g(a)|S(a) = 1] +
κa

βv1 (a+ 1)
, (18)

and the same variance as in (17).

The expression in equation (16) reflects selection through migration. The normalized

distribution of growth shocks conditional on staying in the same location (ε′k − ε) has a

zero population mean by construction (equation 4). The conditional mean in equation (16)

reflects selection by agents who choose to stay put. For this to be the optimal choice, they

should receive higher income growth, on average, than the population mean. The fewer

agents choose to stay —the lower p (a) —the higher the average conditional income growth

for stayers must be.6 For agents who choose to move out of a location, instead, average

productivity growth in (18) exceeds, on average, productivity growth conditional on staying

by an amount that reflects the cost of moving. This is, again, a reflection of selection.

For migration to be preferable to staying put, agents must experience, on average, a gain in

productivity. This is true “on average”because some agents who move experience an income

growth in the new location lower than what is needed to compensate for the moving cost.

The reason why they move is that income growth in the home location is even worse. Finally,

the variance of productivity growth in (17) is increasing in the importance η of idiosyncratic

6Notice that −η ln p (a) is positive and decreasing in p (a) . Variation in p (a) reflects variation in moving
costs. A low probability of staying reflects a relatively small moving costs. Thus, agents who choose to stay
must experience a higher income growth than they would have experienced if they had chosen to move.
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shocks.

5 Empirical Implementation

5.1 Empirical Strategy and Parameter Identification

In order to quantify the magnitude of the effects discussed above I estimate the model’s

parameters, adopting the utility specification of Greenwood et al (1988) in equation (10).

The parameter vector is therefore:

(
β, ζ, χ, a, J, τ , δ, η, {ψa}

a
a=1 , {κa}

a
a=1 , {αa}

a−1
a=1

)
,

in addition to the initial distribution of human capital at age a = 1.

The calibration strategy has two parts. First, a few parameters are set a-priori. Second,

the remaining parameters are estimated by the Generalized Method of Moments.

Parameters set a-priori The frequency of the model is one year. The parameters set

a-priori are the number of locations, J = 51, with each location corresponding to a state

(including the District of Columbia); the years of working life are a = 35, from age 25 to age

59 included, as in Heathcote et al (2017). In addition, I set the annual discount factor to the

value β = 0.96, as in Benabou (2002). The tax progressivity parameter τ is estimated using

yearly data on households’market income and income post- Federal taxes and transfers at

various quintiles of the household income distribution (Congressional Budget Offi ce, 2011,

Table A-1). I use the data for the period 1979-1996. In a pooled regression with year fixed

effects, I estimate an elasticity of post-redistribution income to market income equal to about

0.81 with a standard error 0.01. This leads to a value of τ equal to about 0.19.

Estimated Parameters

The remaining parameters and the initial distribution of human capital are estimated by

the Generalized Method of Moments (Hansen, 1982) using the identity matrix as a weighting
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matrix. The profiles of {ψa}
a
a=1 and {αa}

a−1
a=1 are specified as:

ψa = exp
{
ψ0 + ψ1a+ ψ2a

2
}
, (19)

and:

αa = α0 + α1a,

where
(
ψ0, ψ1, ψ2, α0, α1

)
are parameters. Replacing equation (19) into the labor supply

function and taking its logarithm I obtain:

ln ` (a, h) =
ψ̂0

ζ + τ − 1
+

ψ1
ζ + τ − 1

a+
ψ2

ζ + τ − 1
a2 +

1− τ
ζ + τ − 1

lnh, (20)

where ψ̂0 is defined as:

ψ̂0 = ψ0 + lnλ+ ln (1− τ) .

Thus, the parameter ψ0 is only identified up to λ.
7 The profile of {κa}aa=1 of migration costs

is specified based on the observation that the logarithm of the ratio of the age-specific prob-

abilities of moving and staying (ln [(1− p (a)) /p (a)]) is approximately linear as a function

of age in the data (see Figure 2).

According to the model, this log ratio is:

ln
1− p (a)

p (a)
= ln (J − 1)− ln δ − κa

[
βηv1 (a+ 1)

]−1
. (21)

The approximate linearity of the right-hand side in terms of a suggests specifying κa as:

κa = κa
[
βηv1 (a+ 1)

]
, (22)

where κ is a parameter and the inclusion of βη in this expression is simply a convenient

normalization of κ.8 The initial distribution of human capital at age a = 1, denoted by
7The variable λ is considered a constant in the estimation of the model, but its dependence on τ and all

the other parameters is taken into consideration when performing counterfactuals.
8Notice that one could express the moving cost as κa = (κ+ κa)βηv1 (a+ 1) , in which case the parameter
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Figure 2: Relationship between ln((1− p (a)) /p (a)) and age in the data and linear fit.

f(h|1), is assumed to be distributed according to a lognormal distribution with parameters(
µ, φ2

)
. The mean of this distribution is normalized to one without loss of generality, so

µ = −0.5φ2.

Given these preliminaries, there are a total of 11 parameters to be estimated:

(
κ, ζ, δ, η, φ2, ψ̂0, ψ1, ψ2, α0, α1, v

2
ε

)
,

where v2ε denoted the variance of measurement error in hours worked. To estimate these

parameters, I use 7a−2moment conditions described formally in the appendix. The moment

conditions are the cross-sectional mean and variance of the distribution of log wages and

hours by age (4a conditions); the first-order autocovariance of the distribution of log wages

by age (a− 1 conditions); the cross-sectional covariance between log wages and log hours by

age (a conditions); the average migration rate by age (a− 1 conditions).

Identification

The geographic mobility data identify the parameters δ and κ. A higher value of δ reduces

κ cannot be identified separately from δ. I therefore normalize κ = 0.
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mobility rates because the agent draws more offers from the home location, while the steeper

the decline of geographic mobility rates with age, the higher the implied value of κ.9 The

age profile of mean wages and mean hours worked identify the parameters (α0, α1) and(
ψ0, ψ1, ψ2

)
, respectively. A higher dispersion in log wages at age 25 (a = 1) is symptomatic

of either a higher variance of log human capital or a higher variance of measurement error

in hours, v2ε . The first-order covariance of log wages and the covariance between wages

and hours are independent of measurement error, allowing for separate identification of the

variance of initial log human capital, φ2. Over time the cross-sectional variance of log wages

increases due to the presence of idiosyncratic shocks. The variance of these shocks increases

with the magnitude of η2. Thus, a higher η leads to a faster increase in human capital

dispersion in the economy as age progresses. Finally, the covariance between log wages and

log hours identify the labor supply elasticity parameter ζ.

5.2 Data and Sample Selection

The data set used to calibrate the model is the Panel Study on Income Dynamics. I use the

years 1968 to 1996 of the survey, the period in which it was conducted at an yearly frequency.

The data sample consists of male heads of household, ages 25—59. I drop individual-year

observations with zero or missing hours of work, yearly earnings, or missing information

on state of residence. An individual’s wage is defined as yearly earnings divided by yearly

hours. The hours, and mobility data are purged of year effects by pooling the data on each

of these variables and running regressions on year dummies. In addition, the wage data is

also regressed on state of residence dummies to eliminate constant differences in living cost

across states. Each year I drop individual-year observations with wage data in the bottom

5 percent of the wage distribution.

9Notice that from κ one cannot back out the level of moving costs, which requires η. Intuitively, this step
only identifies the ratio κa/η as low mobility rates may be due to either high moving costs (κa) or low gains
from moving (η).
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5.3 Estimated Parameters and Model’s Fit

The following table report the values of the parameters at each step.

Parameters set a priori
J number of locations 51
β discount factor .96
τ degree of progressivity .187
a maximum years employed 35

Estimated Parameters
Estimate

δ measure of local offers 644.5538
κ mobility cost parameter 0.0681
ζ labor supply elasticity parameter 2.2957
η importance of idiosyncratic shocks 0.0481
α1 age profile of wages (constant) 0.0239
α2 age profile of wages (linear) −0.0010

ψ̂0 age profile of labor supply (constant) 11.3385

ψ1 age profile of labor supply (linear) −0.0054

ψ2 age profile of labor supply (quadratic) −0.0001
φ2 variance of log human capital at a = 1 0.1142
v2ε variance of measurement error in hours 0.1096

Table 2: Summary of Model Parameters

Figures 3, 4, and 5 represent the fit of the model with respect to the wage and hours

moments and the migration rate, respectively. Notice that the model captures well the fact

that the variance and auto-covariance of wages increases with age. It also captures the

inverted U-shape followed by annual hours. Differently from the data, the model predicts

an increase with age of the wage-hours covariance, while in the data this covariance appears

rather flat.

Finally, the model provides an excellent fit for the decreasing pattern of migration with

age. The utility cost κa expressed as percentage of consumption is:

fa =

(
1− 1− τ

ζ

)
(1− exp (−κa)) .
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Figure 3: Wage-related moments in the model (line) and in the data (circles).
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Figure 4: Hours-related moments in the model and in the data.

21



5 10 15 20 25 30

age

0

0.01

0.02

0.03

0.04

0.05

0.06

0.07

0.08

0.09

m
ig

ra
tio

n 
ra

te

Figure 5: Migration rate in the model (line) and in the data (circles).

Figure 6 shows fa as a function of a. Moving costs display an inverted U-shape in terms

of age. The maximum cost is reached at age a = 20 in the model, corresponding to age

45 in the data. At that point an agent who moves suffers a utility loss which is analogous

to a loss of about 50 percent of current consumption. Moving costs for younger and older

agents are much lower, instead. The inverted U shape of moving costs is implied by the fact

that interstate mobility decline with age in a convex fashion, so that the decline is sharp

for the early ages and less so for older individuals. If the mobility cost was a constant,

independent of age, the model would imply a mobility rate declining with age in a concave

fashion, i.e. slowly at early ages and faster and faster as agents age. The reason for this is

that agents discount future gains geometrically. A move at age a would cost the agent κa

utils in exchange for an increase in productivity, whose unit contribution to today’s utility

is βv1 (a+ 1) . The latter represents the marginal benefit of moving and it declines with

age in a concave way, meaning that the marginal value of a productivity increase declines

faster and faster as age progresses. Geographic mobility depends negatively on the ratio of

cost to benefits, κa/βv1 (a+ 1) . If the cost is independent of age, κa = κ, the age profile
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of mobility is entirely driven by variation in the marginal benefit schedule. As mentioned

above, the latter starts off relatively flat and then declines at an increasing rate, leading to

mobility rates that decline slowly with age early on and at a more rapid pace later on. By

contrast, the mobility data, as plotted in Figure 5, show a fast decline at early ages followed

by a gentler decline later on. The estimated model is able to account for the data pattern.

The key is the age profile of moving costs that is shown in Figure 6. Moving costs have to

increase rapidly early on to give rise to a sharp decline in mobility rates at the early ages. At

later ages, when the marginal benefit of moving declines at accelerating speed, moving costs

have to fall to prevent the model from generating a sharp decline in mobility, which would

contrast with the gentler decline observed in the data. Notice that the profile of moving costs

that I have identified following the logic in Step 1 depends only on the profile of mobility

rates in the data and not on the estimates of the other parameters.

A second important parameter is ζ. The estimate of ζ and the benchmark value of τ

jointly imply a Frisch elasticity of labor supply:

1

ζ − 1
= 0.77, (23)

which is on the high side of the range of estimates for the intensive margin of labor supply
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(Chetty et al (2011, Table 1)).

6 Counterfactuals and Policy Analysis

6.1 Migration and Redistribution

One of the purposes of the analysis is to evaluate the effect of redistributive policies, as

indexed by τ , on migration rates. Let p (a; τ) denote the probability of remaining in the same

location at age a when tax progressivity is τ . Let τ ∗ denote the value of τ in the benchmark

calibration. It is therefore straightforward to manipulate equation (21) and show that the

log of the ratio between the probability of moving and not-moving in the counterfactual

economy is given by:10

ln
1− p (a; τ)

p (a; τ)
= ln (J − 1)− ln δ − κ1− τ ∗

1− τ
1 + τ/(ζ − 1)

1 + τ ∗/(ζ − 1)
a. (24)

Equation (24) is remarkable for several reasons. First, the effect of redistribution on

this measure of migration depends only on three parameters, κ, ζ, and τ ∗ and is therefore

independent of the income process parameter η. It follows that in order to perform this

counterfactual exercise, the only evidence we need to rely on involves the relationship between

mobility and age and the Frisch elasticity of labor supply.11 The former is well-established

empirically and robust across various data sets, while sensitivity analysis can be conducted

with respect to the latter.

Second, the effect of redistribution on mobility is negative. The intuition for this result

has to do with the fact that the moving cost is not tax deductible. Thus, while the income

gain from moving is subject to progressive taxation, the utility gain from not moving is not.

10For values of τ close to τ∗, migration rates are relatively small (i.e., p (a) is close to one for most values
of a). Thus, the derivative of the left-hand side of the expression in (24) with respect to τ can be interpreted
as the semi-elasticity of migration rates to redistribution.
11Formally, in the benchmark economy τ = τ∗ and the parameter κ represents the slope of the relationship

between ln [(1− p (a)) /p (a)] and a.
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This asymmetry is at the core of the negative effect of τ on mobility.12

Third, the effect of τ on mobility is larger, in absolute value, the larger is the moving

cost parameter κ and the agent’s age a. The fact that the effect of redistribution is larger at

higher ages is due to the fact that κa/v1 (a+ 1) is increasing in age (in this case linearly).

In some sense progressive redistribution acts as a tax on mobility and its effect is larger the

larger the tax base. The latter is larger at older ages because a higher gap in income growth

between staying and moving is required in order to induce an older agent to move.

Fourth, the responsiveness of mobility to tax progressivity increases with the Frisch elas-

ticity of labor supply. Specifically, the effect of a higher τ on mobility in equation (24)

increases (in absolute value) as ζ falls.13 The intuition is straightforward: the returns to

human capital investment are higher the higher the increase in the utilization rate of human

capital following migration; higher tax progressivity reduces the sensitivity of labor supply to

productivity (see equation ??). Hence, by discouraging the labor supply response to higher

human capital, higher tax progressivity discourages migration even more than if labor supply

was exogenous.

Figure 7 plots the relationship between age and the migration probability implied by the

model for three values of τ : the benchmark value, a standard deviation (0.07) above that

value, and a standard deviation below.

Figure 8, instead, reports the average migration rate for the entire economy (assuming a

uniform age distribution) against τ for the benchmark set of parameters (solid line) and for

the case in which ζ →∞ (zero Frisch elasticity, dotted line). For comparison, in the figure I

also represent (dashed line) the regression line derived in Section 2, modifying its intercept

so that it passes through the same point as the relationships implied by the model. The

slope of the relationship between migration and tax progressivity implied by the benchmark

12In this sense the assumption that the mobility cost is a utility cost as opposed to an income cost is
important. For example, one could specify the migration cost as a loss of a fraction of human capital, in
which case τ would have no effect on mobility because both “mobility”and “non-mobility”would be subject
to redistribution.
13Interestingly, if ζ → +∞, one obtains the same response obtained using the utility function adopted

by Heathcote et al (2017). In that version, income and substitution effects cancel out and labor supply is
independent of an agent’s productivity.
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Figure 7: Average migration rates by age for three values of τ : τ = 0.187 (solid line),
τ = 0.257 (dashed line), τ = 0.117 (dash-dotted line).

model is 65 percent as large as the slope of the regression line. With a Frisch elasticity equal

to zero the slope becomes 45 percent as large.

6.2 Welfare

In this section I use the model to study the qualitative and quantitative effects of redistrib-

utive policy in the steady state. The welfare criterion is the weighted sum of utilities of all

generations alive and unborn, with future generations’utility discounted at the rate β. This

criterion leads to the welfare function:

W = (1− β)

a∑
a=1

∫
V (a, h) f (h|a) dh︸ ︷︷ ︸

utility of agents alive at t=0

+ β

∫
V (1, h) f (h|1) dh︸ ︷︷ ︸

agents born from t=1 onwards

, (25)

where, for convenience and without loss of generality, I have normalized the welfare criterion

by a (1− β). Denote the share of aggregate income spent on public goods by ϕ = G/Y and
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the average migration rate for the U.S. in the benchmark calibration.

rewrite the budget constraint (7) as:

λ = (1− ϕ)

∑a
a=1

∫
` (a, h)hf (h|a) dh∑a

a=1

∫
(` (a, h)h)1−τ f (h|a) dh

. (26)

Notice that a larger share of aggregate income devoted to the public good reduces the

resources available for redistribution. The planner chooses (τ , ϕ) in order to maximize (25)

subject to the government budget constraint (26).

It is possible to express the welfare criterion as a closed-form function of (τ , ϕ) . Specifi-

cally, replacing the value function in (25) we obtain:

W (τ , ϕ) = v0 (1) + v1 (1)µ+ (1− β)

a∑
a=2

(
v0 (a) + v1 (a)µ+ v1 (a)

a−1∑
k=1

E [g(k)]

)
. (27)

where the functions v0 (a) and v1 (a) are defined in equations (12) and (13), and E [g(k)] is

the unconditional wage growth at age k, obtained from averaging the conditional means in

equations (16) and (18), using the probability of staying in the same location, p (k) , and its

complement as weights. The integrals in the government’s budget constraint (26) are also

known functions of (τ , ϕ) and reported in the appendix.
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I proceed by replacing equation (26) into the welfare function (27) and maximizing it

with respect to (τ , ϕ). The two dimensions of optimization are independent of one another.

The optimal share of public expenditures can be obtained analytically and is the same as in

Heathcote et al (2017). This is summarized in the following proposition.

Proposition 4 (Optimal public good provision) The welfare maximizing share of pub-

lic goods is given by:

ϕ∗ =
χ

1 + χ

ζ − 1

ζ
. (28)

Agents of all ages are unanimous in preferring to devote the fraction of aggregate income

in equation (28) to public good provision. In what follows, I follow Heathcote et al (2017) and

assume that public good provision in the U.S. is set optimally. This assumption together with

the empirical observation that the share of public goods is about 0.189 (again from Heathcote

et al (2017)), and with the estimate of ζ above, allows me to back out the parameter χ =

0.5034.

The optimal choice of τ cannot, in general, be computed analytically. In a special case in

which all agents are both ex-ante and ex-post identical, execpt for age, an analytical solution

is available.

Proposition 5 (Homogeneous productivity) Assume that αa = φ2 = η = 0 and ψa =

1, so all agents have the productivity. Then, the welfare maximizing degree of tax progressivity

is:

τ opt = − ϕ∗

1− ϕ∗ < 0.

The intuition for this result is that, absent ex-ante or ex-post inequality in productivity,

the planner wants to subsidize labor supply by setting up a regressive redistributive scheme.

The reason for this is that each agent takes as given the provision of the public good when

choosing labor supply.

In the general case, it is necessary to maximize the welfare function with respect to τ

numerically. The solid line in Figure 9 plots the welfare function as a function of τ for the
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Figure 9: Social welfare function against τ .

benchmark calibration of the model. The welfare maximizing τ is 0.109, which is somewhat

smaller than the benchmark value of 0.187. This result is similar to Heathcote et al (2017).

They report an optimal τ equal to 0.084, starting from a benchmark value of 0.181.

To better interpret these numbers, recall that the income-weighted average of marginal

tax rates in an economy with given (τ , g) is:

1− (1− τ) (1− g) .

In my calibration g = 0.189, so the difference in the values of τ between the benchmark and

the optimal economy corresponds to a decrease in average marginal tax rates from 0.3407 to

0.2774. Notice, however, that the welfare gain from switching to the optimal tax policy is

very small, about 1/20th of a percentage point of permanent consumption.

In order to understand how this result comes about, in what follows I decompose the

aggregate welfare effect in a number of components. The results are reported in figure 10.

Begin by assuming away all sorts of heterogeneity, except for age (αa = ψa = φ2 = η = 0).

I refer to this as the HOMOG case in Figure 10. In this case, as Proposition 5 shows,

the optimal degree of tax progressivity is τ = −0.233. Now, allow for inequality in initial
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Figure 10: Decomposition of welfare function. Legend: HOMOG corresponds to the case
αa = ψa = φ2 = η = 0. INIT activates φ2. EXOG activates αa and ψa. UNINS activates
η while adjusting migration costs to keep the age-specific migration probabilities constant.
MIG corresponds to the benchmark economy.

conditions (φ2) according to the benchmark calibration (case INIT in the figure). The welfare

maximizing τ becomes positive and equals 0.057. Add now the age-related differences in labor

supply and productivity, ψa and αa (case EXOG). The optimal τ inches up to 0.060. Further,

allow for idiosyncratic wage shocks (η) , while keeping the age-specific migration probabilities

equal to those in the benchmark version of the model by rescaling the moving cost profile

κa (case UNINS). The welfare-maximizing τ increases to 0.123. Finally, allow for migration

to respond to tax progressivity (case MIG). At this point all margins of adjustment and

all heterogeneity have been activated and the welfare-optimal τ is about 0.109. Thus, the

migration channel alone reduces the optimal τ from 0.123 to 0.109, a reduction of about one

percentage point in the average marginal tax rate.

6.3 Migration-Dependent Tax Schedules

TBA.
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7 Conclusions

In this paper I study the effect of tax progressivity on a form of human capital investment,

internal migration. I document empirically that internal migration rates are lower in coun-

tries characterized by higher degrees of tax progressivity. In order to analyze the effect of tax

progressivity on internal migration, I construct an analytically tractable, yet rich, dynamic

model of internal migration. The model’s parameters are estimated using individual-level

data on migration and earnings dynamics. Finally, the model is used to perform a number

of counterfactual experiments.

On the positive side, the quantitative model predicts about two-thirds of the cross-

countries (negative) correlation between tax progressivity and internal migration rates. On

the normative side, the presence of migration induces a utilitarian planner to choose a smaller

degree of tax progressivity relative to an economy with exogenous labor mobility.
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